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1. SUMMARY 
During the summer of 2014 the Aristotle University of Thessaloniki utilized the 
Elasticsearch/Logstash/Kibana (ELK) stack for log parsing and monitoring purposes. Not long after a 
handful of useful services & dashboards were developed and used as source of truth for central 
reporting needs. Logs input recipes and filters were applied on several data sources and enabled us 
to gain insight into useful analytics that are further used in order to obtain and support acute and 
justified business decisions by our administration. 

2. BACKGROUND 
One such example is the periodical need to update licensing contracts with software vendors, which 
include (in the case of Aristotle University of Thessaloniki) a handful of software stacks required for 
educational and research operations of our academic community (such as MATLAB, ANSYS, ArgGIS 
and more). The defacto logging mechanism of the floating licensing schemes used in such 
implementations [1] is poor in itself and does not allow for careful retro-investigations of how many 
licenses from the pool were actually used during the licensing period and for how long. In the past, 
custom developed scripts would parse the logs accumulated over time, figure out such metrics and 
dump a series of aggregated results to a central database for further reporting. 

3. OUR SOLUTION 
Using simple filtering schemes and Logstash we are now able to obtain not only such accumulated 
results but make more advanced analytics queries into our data, such as which departments actually 
use the licenses from our pools more heavily, to what end and extent, and which specific features of 
the licenses are more than others needed by our community (i.e. which ANSYS sub-product was more 
often used and which was not used even if it was included and paid for in the initial contract). This 
accumulated information and insight will lead over time to better and more justified decisions by 
our administration when examining the proposed renewal contracts by the software vendors.  

 
Figure 1 Licensing Service Real time analytics dashboard 

Furthermore, this information is given to us in a near real-time environment (Figure 1), something 
that allows us to fine-grain reserve sub-pools of the licensing in the case of repeated patterns (i.e. 
weekly academic classes and so on), and our helpdesk to have a rapid insight whenever a licensing 
problem occurs and is reported. 



 

Several other aspects of the ELK stack implementation in other IT operations have been used and 
proven useful so far. Examples are accounting records and break in attempts. On the latter aspect 
for example we now monitor via carefully crafted dashboards the successful and unsuccessful user 
logins (Figure 2) and using custom API calls towards ElasticSearch we can identify suspicious events 
in no time (i.e. simultaneous user logins from different countries/regions). 

On the accounting level we have a solid view of the incoming and completed compute jobs that are 
directed to the compute clusters within our premises and administration. Not only can we monitor 
the number of jobs that are being executed over time but also record other useful metrics, such as 
CPU efficiency (per job), CPU utilization (overall), waiting times and even exit codes, that further 
assist our helpdesk services identify quickly when something has gone wrong. Our team has gone one 
step further and currently integrates IoT devices into the ELK stack thus enabling deeper and more 
fine grained resolution monitoring in Data Center environments. Thus at the moment the impact of 
huge parallel jobs (i.e. jobs utilizing over more than 100 CPU slots) on environmental metrics 
(temperature and humidity) and the UPS output load are monitored in real-time (Figure 3) something 
that allows us to figuratively assess the cost impact of such jobs overall. 

 
Figure 2 World mapping of ssh activity towards 

AUTH terminal services 

 
Figure 3 Actual impact of large MPI (parallel) job 
on power consumption. We note an up to 4C rise 
in front- and rear rack temperatures. Costs can 

be accurately estimated from UPS output metrics 
and AC Units power consumption. 

4. CONCLUSION 
Our future plans include the integration of logs obtained from Campus-wide distributed access points 
and radius services in order to detect fraud movement in the campus and integration of further IoT 
devices over the campus that will allow us to design and provide “smart” university services to our 
academia and our administration to obtain a better insight on the actual needs through such deep 
analytics services. 
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