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1. ABSTRACT

Meeting QoS (quality of service) requirements for critical IT services, while keeping IT service provisioning flexible and efficient, poses a challenge to IT service providers that cannot be met by technology measures alone. To develop the organizational capabilities for efficient delivery of more available and reliable IT services, best practice frameworks for IT Service Management (ITSM) like ITIL, CobiT or ISO/IEC 20000 (ISO20k) are adopted.
The introduction of IT Service Management processes according to ISO20k requires the introduction of a Configuration Management Database (CMDB) containing information about Configuration Items (CIs) and their relationships. Configuration Items are the entities vital to service provisioning and the management thereof, i.e. servers, software, but also Service Level Agreements (SLAs) and documentation. 

The Leibniz Supercomputing Centre (Leibniz-Rechenzentrum, LRZ), an IT service provider for the scientific and academic communities in Munich, is currently introducing ITSM processes and is striving for an ISO/IEC 20000 certification (ISO/IEC, 2005). In this context efforts are undertaken concerning a more mature Service Continuity and Availability Management (Hommel, Knittl, & Pluta, 2009), as well as Incident and Change Management. One of the conceptually most challenging undertakings in the introduction of ITSM at the LRZ, is however the establishment of Configuration Management and a CMDB. 
Introducing ITSM is never a “greenfield project”: Every IT service provider has management tools and procedures in place. Consequently a CMDB, the central repository of ITSM-related information in an ITSM system, cannot be realized without regard to the tool and documentation infrastructure for IT management that is already in existence. Every project for introducing Configuration Management and building a CMDB will need to assess the management tools, databases and documentation systems which contain ITSM-relevant information. 

Experience from early ITSM projects has shown that realizing a CMDB as a centralized, monolithic physical database is not feasible in any but the smallest and least complex scenarios. Existing data stores for configuration information cannot all be replaced by the CMDB and all functionality and information migrated to it. Trying to do so, results in CMDB designs so ambitious and complex, that they either cannot be realized in an adequate time-frame; or the CMDB system becomes all but impossible to maintain immediately after its introduction.  

Current good practice for realizing CMDBs in large-scale scenarios follows a federation approach, connecting a central “federating CMDB” with so-called Management Data Repositories (MDRs). Consequently, a major challenge in CMDB design is to decide, which existing tools can be replaced by the CMDB, and which should be kept and, at least in the long run, integrated into a distributed, “federated” architecture for Configuration Management. For this task no standardized method exists and various CMDB-Tool vendors do not provide sufficient concepts. 

In this paper we give a short introduction to the state of the art in Configuration Management, the issues concerning establishment and operation of a CMDB and the CMDBf-standardization approach. We introduce a criteria catalogue to assist organizations in finding the right strategy in either integrating or migrating existent MDRs into a CMDB. We outline a pragmatic, phased approach towards developing an information model that aligns with a federated CMDB architecture and conclude this paper with an outlook of further efforts in Configuration Management at the LRZ.

2. MOTIVATION

When approaching the organizational aspects of IT Service Management (ITSM), most IT service providers now adopt the methods and the process framework outlined in ITIL and ISO/IEC 20000. Within an ITIL or ISO/IEC 20000 based ITSM system, Configuration Management plays a crucial role, as the Configuration Management Database (CMDB) serves as the source of authoritative information on which decisions in all other ITSM processes are based.

Usually, even before starting to implement a CMDB, IT service providers collect and store much of the relevant management data; e.g. information about services, applications, servers, networks. However, the different functions within the IT service provider’s organization - e.g. the networking department, the system management group etc. – typically run their own management systems which they use for collecting their domain-specific data.  

The introduction of Configuration Management consequently cannot be approached assuming that one is starting from a “clean slate”. While a Configuration Management solution might provide a convincing substitute for some existing management systems, it will need to integrate many others to form a “federated CMDB” (Gartner, 2006).
The Leibniz Supercomputing Centre of the Bavarian Academy of Sciences and Humanities (Leibniz Rechenzentrum, LRZ) is an IT service provider for the Munich universities LMU and TUM. It is currently introducing Configuration Management as part of a larger effort to improve its ITSM system and work towards an ISO/IEC 20000 certification. In this context, a survey was conducted to examine which tools were used by staff to record IT management and configuration information. This survey yielded a much longer list than expected, creating the wish for a methodological approach towards deciding which of these configuration databases to replace and which to keep and integrate into the CMDB.
This paper describes such an approach towards federation and integration of CMDBs. The paper is organized as follows: The next section will summarize the state-of-the-art of CMDB design and federation. Section 4 describes the decision support concept for CMDB federation, i.e. how for each of the existing management systems and data stores of management information, the decision “replace or integrate” was made. Section 5 gives a brief overview of the phased approach towards creating an information model for the federated CMDB and Section 6 summarizes the results and provides an outlook towards future work.

3. STATE OF THE ART

An effective implementation of a CMDB is a critical success factor in all efforts to introduce ITSM. Still, despite the massive interest in IT Service Management, there is relatively little academic literature on CMDB design and realization and only a single, limited standardization effort regarding CMDB federation. 

The concept of a CMDB for ITSM was introduced in the first version of ITIL (CCTA, 1996), but gained popularity mainly with the publication of ITIL V2 (OGC, 2000). According to ITIL’s best practice, the entities vital to service provisioning and the management thereof - servers, software, but possibly also services, service level agreements and documentation - should be put under the control of the Configuration Management process, i.e. treated as Configuration Items (CIs). The CMDB contains the relevant information about each CI, as well as the relationships between CIs. It serves as the central information repository for all other ITSM processes. 

ITIL V2’s guidance on the CMDB was notoriously vague. In consequence, many Configuration Management projects failed when trying to create monolithic and complex CMDBs, leading some to question the feasibility of ITIL’s CMDB concept (England, 2006). Based on the experiences of these early projects, the notion the necessary capabilities of a CMDB evolved, with Gartner defining distinguishing functionalities of a CMDB (Gartner, 2006), most of which – reconciliation, federation and synchronization - address the CMDB’s ability to integrate other “configuration databases”. 
Reacting to the evolvement of these requirements, which at the time no established ITSM tool could adequately address, the CMDB Federation Workgroup (CMDBf) was founded by large vendors of ITSM tools (BMC, IBM, HP among others) in 2006. Its goal was to develop a standard for CMDB integration. The CMDBf workgroup has since been integrated into the Distributed Management Task Force (DMTF) and a specification for CMDB federation has been published as a DTMF standard (DMTF - CMDB Federation Workgroup, 2009). The basic conceptual architecture for CMDB federation of this specification proposes is illustrated in Figure 1. To better distinguish the roles within this concept from those of older CMDB approaches, the database at its core is now called a “Federating CMDB”. The configuration databases that the CMDBf integrates are called “Management Data Repositories” (MDRs). Essentially, what Gartner called “CMDB” is now a “Federating CMDB” in DMTF nomenclature; Gartner’s “configuration databases” have become “MDRs”.
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Figure 1: CMDBf architecture
The latest version of ITIL, ITIL V3, has redefined Configuration Management tools in a conceptually similar fashion, but unfortunately uses a terminology different to DMTF or ITIL V2. In ITIL V3 the entirety of all tools, databases and software modules for Configuration Management is called a Configuration Management System (CMS). A CMS has an “Integrated CMDB” at its core, cp.  Figure 4.8 in (OGC, 2007), and integrates various “physical CMDBs”. While the concepts do not match exactly in every detail, ITIL V3’s definition of “CMDB” can be seen synonymous with “MDR” (or Gartner’s “configuration database”) and ITIL V3’s “integrated CMDB” is quite similar to DMTF’s “Federating CMDB” (or Gartner’s and ITIL V2’s “CMDB”). For the remainder of the paper, we will use the terms as they are used by the DMTF.     

The Federating CMDB of the CMDBf architecture is a MDR itself, and contains non-federated information about CIs as well as information about CI-to-CI relationships. The architecture further defines a Query Service and a Registration Service. The Query Service makes data stored in the Federating CMDB and MDRs available to clients. It is also used by the Federating CMDB to “pull” data from the MDR. The Registration Service enables the MDRs to register data or data updates at the Federating CMDB, thus enabling a push connect “push” federation mode. 
The CMDBf concept is a technical specification for integrating data from various sources, and intentionally limited in scope. It does not define an information or data model for a CMDB. Nor does it address the question which MDRs to connect, which MDR should be the authorative source for a particular piece of information, how to consolidate redundant data kept in the MDRs.

For these practical challenges in realizing a federated CMDB, not much guidance, apart from “white papers” by ITSM tool vendors, is publicly available. In (Brenner, Garschhammer, Sailer, & Schaaf, 2006) various IT management standards are examined for their usability as a basis for a CMDB information and data model.  In (Richter, 2009) methods for consolidating the management tool landscape at an IT service provider, thus reducing the number of MDR that will need to be integrated, are proposed. But so far, no guidance has been available to support a Configuration Manager in designing concrete federation architecture: which MDRs to keep separated from the CMDB federation, which to replace by the central MDR in a Federating CMDB and which MDRs to integrate.
4. CMDB Federation

Any CMDB project needs to start with the elicitation of the requirements, i.e. which use cases the CMDB system should address. Most use cases can be realized with a variety of CMDB federation approaches, but short-term and long-term cost may differ greatly. In general, it is not feasible to maintain all management information in a single, monolithic system. On the other hand it is equally inefficient to keep every single MDR that has been designed and deployed in a pre-CMDB era.
A sensible CMDB federation architecture will need to balance various aspects of cost and utility:
· Cost

· of maintaining the CMDB (correlated to level of detail in which information is stored in the core CMDB)
· of maintaining each individual existing MDRs 
· of integrating the core CMDB and MDRs and maintaining this integration
· Utility
· of having management information made centrally accessible via the CMDB
· of additional functionality in MDR systems, which will not be easily substituted by the central CMDB (or other systems) if it is replaced 
Take the documentation of structured network cabling as an example: At the LRZ, network administrators keep detailed data about all cabling in special spreadsheets, so-called “network patch lists”. Most of this information has only relevance in the context of network cabling maintenance and has little ITSM-process-related or cross-departmental significance. The utility of having all this information in the CMDB is therefore relatively limited. Maintaining it in a centralized CMDB will however be complex and incur significant cost. Replacing the “network patch lists” with detailed information on cabling in the core CMDB is therefore not a viable option. Leaving the structured cabling information out of the scope of the CMDB is a possible choice, but there will inevitably be some information overlap between the cabling documentation and the CMDB, and important relationships might be left undocumented. Integrating the CMDB with a cabling documentation system seems like the obvious choice, but this can be a complex and costly task, and this cost will need to be balanced against the benefits of integration. 
To support this decision process we developed a criteria catalogue, i.e. a weighted rating matrix. We use this matrix as a tool when deciding whether an existing data source is to be integrated into the CMDB and ITSM suite or if it rather is to be replaced by it. Keeping information in existing management tools and simultaneously documenting it in the centralized CMDB / ITSM solution would increase administration efforts, possibly lead to inconsistencies and is therefore not considered an option. Consequently, the decision to migrate data into the core CMDB means shutting down the corresponding existing data sources. However, one still has to consider whether an existing management tool is more than just a MDR, i.e. does it offer additional functionality beyond information management, e.g. automate important administrative tasks or monitor critical system parameters? In such a case, shutting it down might be so disadvantageous that implementing an integration solution to synchronize its data with the CMDB becomes the best option. 
Based on internal documentations, interviews with operational staff and comprehensive tests we evaluated our existing MDRs. For this we developed an evaluation catalogue consisting of three main categories: 
a) Common criteria
b) Functionality
c) Technology and interfaces
Within these categories we have identified various sub-criteria, like the complexity of maintenance as a common criterion or the existence and usability of export interfaces as a criterion in the technology and interfaces category. 
Assigned scores for evaluating criteria can range from 0% to 100%, but to keep the criteria catalog easy to use, we defined the admissible values for the evaluation of each criterion, and assigned each value (e.g. “Yes”) a pre-defined score (e.g. “100%”). As a matter of fact, most of our criteria are binary. Others have more admissible values, but we strive to keep the number of possible values (and scores) in the low single-digits to keep the evaluation process simple.
We also assigned a weight to every criterion. Criteria are differentiated between “no significance” (weight 0), “minor importance” (weight 1), “important” (weight 2) and “very important” (weight 4). In Table 1 the common criteria and their individual weights are listed. 
Table 1 Evaluation criteria for category common

	Common Criteria
	Integration Score

	Usage scope
	Important (2)

	Supplier support
	Important (2)

	Importance within organization
	very important (4)

	Complexity of maintenance
	very important (4)


The overall result of this evaluation process is a single integration score which helps us to decide, whether integration or replacement of existing tools should be preferred.  If this score is significantly smaller than 50%, we decide to replace the existing tool, if the score is considerably higher than 50% we keep the tool and make a plan to develop an appropriate integration. For scores roughly between 40-60% a more in-depth analysis is required. As diverse tools can be integrated into the CMDB federation only one at a time, it can sometimes be a viable option to postpone the replace or integrate  decision for these borderline cases and to reevaluate these tool at a later time in the project.
Table 2 shows the results of our evaluation for two of our management tools – one used for assisting switch management in the networking division and one used for management of virtual servers. Note that the current switch management tool was developed by the LRZ, whereas the management tool for virtual machines is provided by a third party supplier. 
Table 2 Example of tool evaluation
	Integration/Migration Scoreboard
	LRZ Switch Documentation Tool
	VMware infrastructure 3.5 Enterprise

	Common Criteria (25%)
	
	

	Usage scope
	Communications Department
	LRZ wide

	Supplier support
	Existent
	Existent

	Importance within organization
	Medium
	High

	Complexity of maintenance
	Low
	High

	Functionality (25%)
	
	

	Additional functionality
	No
	Yes – controlling of VMware

	Technology and Interfaces (50%)
	
	

	Database as storage
	No
	Yes

	..
	
	

	Export interface
	n.a.
	Yes – SOAP

	Automatic identification of CI possible
	No
	Yes

	Connected to other systems
	No
	Yes – Active Directory

	Result
	
	

	Integration Score (%)
	20
	100

	Referral
	Replacement
	Integration


Based on the final integration score, we have a sound basis for the decision which of our existing data sources should be replaced and which one should be integrated with the federated CMDB. In the demonstrated case, we are going to migrate the data of our switch management solution completely to our CMDB and dispose the switch documentation tool. For the virtual servers’ management tool it is reasonable to integrate it with the help of an appropriate interface to the CMDB. 
5. DESIGN OF THE FEDERATED CMDB
Having identified existing MDRs, and decided whether to integrate them or migrate them to the federated CMDB, the next step is to devise the basic CMDB design. In this section we explain our design process of the CMDB’s information model. Building up a CMDB requires a structured approach. First, it is necessary to define the scope and goals of the CMDB, which will differ for each service provider. Defined business and ITSM processes should be placed at the center of consideration. As a rule of thumb, only information which is required by more than one stakeholder and only about CIs which are subject to the Change Management process should be stored in the Configuration Management Database. A formal Configuration Management Plan should be defined according to ISO/IEC20000 Code of Practice (ISO/IEC, 2005) before establishing a CMDB. 
In order to set up a CMDB, one needs a corresponding information model. For this, requirement elicitation workshops with all concerned stakeholders are usually the start. The resulting information model will, of course, need to be transferred into a dedicated data model of the database underlying the CMDB at a later point. It is important to take care how the information model is set-up: top-down or bottom-up. When using a bottom-up approach, one integrates the information models of all the existing MDRs into one aggregate information model. This approach doesn’t scale well, when manifold MDR’s are in place – which is the case in most scenarios of a certain scale. Consequently, the “top-down” approach is usually preferable. For a top-down approach, one starts with an empty information model, which is gradually filled starting with general master data and model elements for the core services of the IT service provider. This model will subsequently be refined with more specific details.
As shown in Figure 2 our phases follow the principle of an onion skin. These phases are explained in the following. 
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Figure 2: Phased approach towards the information model
In the first phase the information model is enriched with general master data. Such master data are both static and dynamic. Examples of static master data are staff, customers and suppliers; dynamic master data are orders. In our environment “customers” encompasses all the institutes of the various universities that the LRZ serves as IT provider. Every institute has already been assigned a unique ID in an Identity Management solution. Customers are affiliate to organizations like the Technische Universität München which is sited on a specific location. These locations are within a building which is again located within a specific sector. Thus, the outcome of the first phase is now an information model with entities like organizations, customers or sectors and their relationships.
In the second phase core business processes need to be analyzed. Thus, in our case, we had a closer look at the entities specific to providing our network services. Herby the information model is enriched with CI-classes for entities like switch, router or access point. In the third phase, selected ITSM procedures are investigated regarding their information requirements. One example in our environment is the change management procedure for the installation of new access points, which leads to new entities like order confirmations. Each of the following phases will be more detailed concerning business specific procedures. In our next phase for example, we have analyzed the required information for our release management procedure of physical servers. 
Figure 3 shows the outcome of our first two phases. After passing through all the phases, an information model has been built up. This platform independent information model is now the starting point for setting up the CMDB. This information model then had to be transferred into a data model suitable for our ITSM suite based on iET Solutions. The method described here will subsequently be applied to other service provisioning areas, and their current MDRs, at the LRZ.
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Figure 3: CMDB Information Model excerpt
6. SUMMARY AND OUTLOOK
The Leibniz Supercomputing Centre (Leibniz-Rechenzentrum, LRZ) is the IT provider for the Higher Education Institutions in the Munich area, offering a wide array of services ranging from computing facilities to networking. It is currently implementing a Configuration Management process aligned to the requirements specified in ISO/IEC 20000. Up until now, management information at the LRZ has been stored in an immense variety of domain specific management tools. To support a comprehensive and effective IT Service Management, it needs to be defined which information will be recorded for each Configuration Item (CI) and how it is to be stored, along with documentation of the relationships between the CIs (IT services and IT infrastructure components), in a Configuration Management Database (CMDB). This is also a requirement by ISO/IEC 20000, a standard for IT Service Management. It is the mid-term goal of the LRZ to certify its ITSM system according to ISO/IEC 20000.
In this article we have introduced a decision matrix that supports Configuration Management in deciding, whether existing Management Data Repositories (MDR) should be integrated with a federating CMDB or be replaced by it. Parallel to this, an information model containing all management relevant information and their relationships needs to be prepared. Of course, the simple merging of the information models of all MDRs in place is not efficient and we have introduced a phased approach to efficiently develop an information model for a CMDB. 
The CMDB design and integration of MDRs is under way at the LRZ. This is a complex task: the right balance between the utility and complexity of the CMDB needs to be found, and within this process as many as 100 potential MDRs need to be evaluated. The first integration sub-project addresses the connection of the CMDB and our ITSM suite with our tools for managing virtual machines.
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